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Abstract

We apply one-dimensional convolutional neural networks to the Frobenius traces of
elliptic curves overQ and evaluate and interpret their predictive capacity. In keeping
with similar experiments by Kazalicki–Vlah, Bujanović–Kazalicki–Novak, and
Pozdnyakov, we observe high accuracy predictions for the analytic rank across a range
of conductors. We interpret the prediction using saliency curves and explore the
interesting interplay between saliency, murmurations and Mestre–Nagao sums.

1 Introduction
The vanishing order of a rationalL-function at its central point is a fundamental arithmetic
invariant. For example, this vanishing order for the L-function associated with an abelian
variety is expected to be equal to the rank of the finitely generated abelian group of
rational points. Inspired partly by this connection to a mysterious arithmetic quantity, a
recent theme in the literature has been to machine learn the vanishing order of a rational
L-function from a finite list of (normalized) Frobenius traces indexed by primes [4,11–
13,17]. This body of work fits into a wider literature of machine learning arithmetic
quantities including class numbers [1,9], Galois groups [14], Tate–Shafarevich groups
[2] and Fricke signs [3]. All told, it is well documented that standard machine learning
algorithms can achieve high accuracy in predicting arithmetic quantities.
A more interesting, and more challenging, question is what to make of the apparent

success of machine learning in this context. For example, can highly accurate arithmetic
predictions be attributed to meaningful arithmetic structures, and can these structures
be uncovered by interpreting how the predictions are made? A preliminary step in this
direction led to the discovery of so-calledmurmurations [12]. Although originating from
experimental work, murmurations are a genuinely number-theoretic phenomenon that
can be studied rigorously by methods independent of machine learning [5,15,16,23]. At
the time of discovery, it was noted heuristically that the murmuration patterns associated
with a dataset of elliptic curves appear correlated with the weightings in the first princi-
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pal component of that dataset [12]. This suggests, perhaps counter-intuitively, that when
elliptic curveswith conductor in a fixed interval are separated by rank using principal com-
ponent analysis, the Frobenius traces at certain primes contribute more significantly than
others. Subsequently, Pozdnyakov observed murmurations by applying interpretability
techniques to convolutional neural networks trained to predict analytic rank, more pre-
cisely, by analyzing their learned convolutional filters [17]. At the same time, Pozdnyakov
observed that Mestre–Nagao sums also contribute to rank predictions, which is perhaps
unsurprising since they are expected to converge to a value closely connected to the rank,
and they have historically played a significant role in the discovery of elliptic curves with
high rank [8]. In contrast to the oscillating feature importance suggested by murmura-
tions, Mestre–Nagao sums weight primes up to a fixed bound, with feature importance
decaying on the order of log(p)/p. On the other hand, in keeping with the observation
that certain primes may be more pertinent than others to rank prediction, it has been
observed that Mestre–Nagao sums up to smaller bounds can sometimes yield more accu-
rate predictions than those up to larger ones, and that the numerical discrepancy can be
attributed to murmurations [6].
In this paper, we apply a different interpretability technique to a CNN trained to predict

analytic rank on a larger dataset of elliptic curves. We reproduce earlier observations
that both murmurations and Mestre–Nagao sums influence rank predictions for elliptic
curves made by convolutional neural networks (CNNs). We then extend this analysis by
systematically investigating their relative impact. Whereas Pozdnyakov analyzes binned
averages of ap (which amplifies the impact of murmurations), we are able to examine the
individual values. This constitutes our first main contribution. Our primary tool is the
study of saliency curves for the CNNs, which are analogous to the principal component
weightings considered in [12], but contrast with the convolutional filters analyzed in [17].
The evolution of these saliency curves reveals how the balance between murmuration
effects and Mestre–Nagao sums changes over the course of training. In early epochs,
the saliency curves exhibit clear murmuration-like patterns, whereas in later epochs the
importance of primes decays in a manner resembling the Mestre–Nagao weightings.
We follow this up by examining how the comparative size of the primes and conductors

affects this balance. In particular, murmuration patterns are observable as a function of
p/N , where N is the conductor [19], and this is also visible in the rank predictions. For
example, using only primes p ≤ 104, murmuration-like patterns are visible only in the
saliency curves for conductor up to 104, and, for these conductors, the murmurations
play a substantially larger role in rank prediction. However, when we increase the range to
p ≤ B for each conductor interval [A, B] and retrain themodels, we find thatmurmuration
patterns emerge in the saliency curves at every conductor range we consider. On the other
hand, we also observe that the models trained on larger primes are slightly less accurate
than those trained on p ≤ 104 alone. More generally, the contribution of murmuration
phenomenon to rank prediction depends on several factors, including the training epoch,
the prime range, and the rank itself. For example, the murmuration-like patterns are
clearest in the saliency curves associated with ranks 0 and 1.
We conclude this introduction with an overview of the following sections. In Sect. 2, we

describe our datasets and the architecture of our CNN, report prediction accuracy, and
investigate how the accuracy depends on the number of primes. In Sect. 3, we present the
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Table 1 Number of curves of each analytic rank in each
XECQ[A,B]

[A, B] #XECQ[A,B] Rank 0 Rank 1 Rank 2 Rank 3

[0, 10000] 36,837 15,766 19,102 1,968 1

[100000, 110000] 39,667 14,575 19,869 5,082 141

[200000, 210000] 38,905 13,711 19,692 5,322 180

[300000, 310000] 36,742 12,793 18,374 5,345 230

saliency curves, and explore the interplay among predicted rank, murmurations, Mestre–
Nagao sums, and conductor ranges.

2 Data, architecture, and accuracy
In this section, we seek to predict the rank of elliptic curves using one-dimensional CNNs.
We specify our dataset in Sect. 2.1 and our CNN architecture in Sect. 2.2. We achieve
accuracy comparable to that in [13] and [17], and record how the accuracy varies with the
number of Frobenius traces used to represent the data points.

2.1 Data specification

Let E be an elliptic curve over Q. If p is a good prime for E, then we define ap(E) :=
p + 1 − #E(Fp). If p is a bad prime for E, then ap(E) ∈ {−1, 0, 1} is defined according
to the reduction type for E mod p [20]. The conductor of E is a positive integer whose
prime divisors are precisely the bad primes, with exponents determined by the reduction
type at each such prime [21]. Roughly speaking, the conductor measures the arithmetic
complexity of the elliptic curve. According to the Hasse bound, for a prime p, we may
normalise ap as follows:

ãp(E) = ap(E)
2√p ∈ [−1, 1].

In this section, we will use a dataset called XECQ, which contains 1,536,784 elliptic curves
overQwith conductor no greater than 400,000 (XECQ is a subset of the larger set, available
at [7]). Each elliptic curve in XECQ has (analytic) rank in the set {0, 1, 2, 3, 4}. We represent
each datapoint E in XECQ by a vector of the form:

vE = (̃ap(E))p≤b ∈ [−1, 1]π (b), (2.1)

where b ∈ Z>0 and π (b) denotes the number of primes ≤ b. For example, if b = 10,000,
then π (b) = 1,229. We allow b to vary with the conductor.
The distribution of conductors within XECQ is shown in Fig. 1. For an interval [A, B] ⊂

R>0, we denote byXECQ[A,B] the subset ofXECQ containing only curveswith conductor
in [A, B]. In Table 1, we display four choices of intervals [A, B] that yield approximately
the same number of data points in XECQ[A,B], and record the distribution of analytic
ranks for each. For every curve in these XECQ[A,B] we compute ap for all primes p ≤ B.

2.2 Architecture and accuracy

The code used for the experiments described in this paper is available at [18]. For each
of the four intervals [A, B] listed in Table 1, we split XECQ[A,B] into training, validation
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Fig. 1 Distribution of conductors in XECQ

Table 2 Architecture summary of the 1D CNN

Layer (Type) Output Shape Param #

Conv1D [1, 16,π (b)] 64

MaxPool1D [1, 16, 615] –

Conv1D [1, 32, 615] 1,568

MaxPool1D [1, 32, 308] –

Conv1D [1, 64, 308] 6,208

MaxPool1D [1, 64, 155] –

Flatten & Dropout [1, 9920] –

Linear [1, 128] 1,269,888

Linear [1, 128] 16,512

Linear [1, 4] 516

Total Trainable Parameters 1,294,756

and test sets using an 80:10:10 ratio and train a one-dimensional convolutional neural
network (1D CNN) to predict the rank. We train for at most 300 epochs, stopping early
when the validation accuracy has not improved for 30 epochs, and we report the test
accuracy at the epoch of maximal validation accuracy.
The architecture of our neural network is summarised in Table 2. In particular, the

network consists of three 1Dconvolutional layers,with 16, 32 and64 channels respectively,
each using kernel size K = 3 and padding P = 1. Each convolutional layer is followed
by a ReLU activation function, and a max-pooling layer with K = 2 and P = 1. After a
dropout layer with D = 0.5, the convolutional blocks are followed by two fully connected
layers with 128 neurons each, and a final output layer with width 5 (that is, the number of
possible vanishing orders in XECQ). The network is trained with cross-entropy loss using
the Adam optimizer, with batch size 3,000 and learning rate 0.001. Each epoch consists
of ten steps based on the chosen mini-batch size.
In summary, ourmodel is a shallow,fixed-deptharchitecture that progressively increases

thenumberof channels, appliesmax-pooling, incorporates fully connected layers, anduses
explicit dropout regularization. In contrast, the CNN of [13] is a modular, fully convo-
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Table 3 Test accuracy at the epoch of maximal validation accuracy for the 1D CNN described in
Sect. 2.2 when applied to XECQ[A,B], for the fixed bound b = 104 and the conductor-dependent
b = B

[A, B] test accuracy, b = 104 test accuracy, b = B

[0, 10000] 99.81% —

[100000, 110000] 99.27% 98.54%

[200000, 210000] 98.74% 97.53%

[300000, 310000] 98.34% 96.63%

lutional architecture that increases the number of channels only once, employs strided
convolutions for downsampling in dedicated layers, and preserves feature dimensions
elsewhere. For larger-scale experiments, Pozdnyakov adopts a similar architecture to that
of [13], as described in [17, Section 4.2].
In Table 3, we report the test accuracy for each conductor interval [A, B], both for the

fixed bound b = 104 and for conductor-dependent bound b = B (for [A, B] = [0, 10000],
the two bounds coincide). As in [13] and [17], we observe high predictive accuracy. For the
conductor-dependent bound, the number of input features is π (B), that is, 1,229, 10,453,
18,807 and 26,800 for the four intervals respectively. Complete confusion matrices are
available with the code [18]. Notably, extending the prime range to align with conductor
magnitude does not improve accuracy: the models trained on p ≤ 104 are more accurate
in every interval. Experiments using different random seeds give similar results to those
in Table 3. Indeed, the b = 104 test accuracies agree within 0.2 percentage points and the
b = B accuracies agree within 2 percentage points, and in all cases the b = 104 models
are more accurate than the b = Bmodels.
Figure 2 displays the prediction accuracy of each CNN as a function of the number

of training epochs. Two of the curves in Fig. 2 exhibit sharp transient drops in accuracy.
These drops are optimization artifacts, unrelated to the data. In later training stages,
CNNs can sit in a local minimum with only small gradients. This can prevent the model
from leaving the local minimum and getting better overall accuracy. The Adam optimizer
makes occasional large steps to try to escape these local minima, corresponding to the
transient drops. After a few epochs the model recovers. The nature of which epoch and
runs experience these drops, as well as the size of the drops, depends on random seeding.
It is generally expected that curves with larger conductor are more arithmetically com-

plex and therefore may require more information to achieve the same level of accuracy in
rank prediction.With this in mind, the left (resp. right) panel of Fig. 3 plots the prediction
accuracy as a function of π (b) (resp. log π (b)), that is, the number of features (resp. its
logarithm).

3 Saliency curves
To interpret the predictions of the CNN from Sect. 2.2, we analyze the feature importance
using saliency scores. In [17], two key influences on analytic rank prediction are identified:
murmurations and Mestre–Nagao sums. In this section, we will observe that the relative
contributions of these factors vary depending on the predicted rank, the training stage,
and the range of primes shown to the network relative to the conductor.When themodels
are trained on the fixed prime range p ≤ 104, the murmuration contribution appears to
diminish with growing conductor. On the other hand, when they are trained on primes up
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Fig. 2 Learning the rank in XECQ[A,B]: test accuracy against epoch. Each colour corresponds to one of the 4
conductor intervals specified

Fig. 3 Learning the rank in XECQ[A,B]: (Left) test accuracy against number of primes used in training for
different choices of [A, B]. (Right) test accuracy against the logarithm of the number of primes used in training
for different choices of [A, B]

to conductor bound,murmuration patterns emerge at every conductor rangewe consider,
and they persist longer in training.

3.1 Definitions

After each epoch, the CNN from Sect. 2.2 determines a function

[−1, 1]π (b) → {0, 1, 2, 3}, (3.1)

which assigns to each input vector (xq)q≤b, with xq ∈ [−1, 1] for primes q ≤ b, a predicted
class (that is, predicted rank). Although the function in (3.1) depends on the epoch, wewill
suppress this from subsequent notation. We note that, although there are rank 4 curves
with conductor less than our largest conductor bound 310,000, there are no rank 4 curves
in the sets XECQ[A, B] used in this paper.
The function in Eq. (3.1) factors through a map

S : [−1, 1]π (b) −→ R4 ,
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S((xq)q≤b) = (S0(x), S1(x), S2(x), S3(x)),

where, for each class v ∈ {0, 1, 2, 3}, the quantity Sv(x) denotes the score assigned to the
input x := (xq)q≤b. The probability that a given input x ∈ [−1, 1]π (b) belongs to class v is
then defined by the softmax function

Pv(x) = eSv(x)
∑4

i=0 eSi(x)
,

where v ∈ {0, 1, 2, 3, 4}. The predicted class of the input x is given by

c(x) = argmax
v∈{0,1,2,3,4}

Pv(x).

Consider a class v and an input x = (xq)q≤b ∈ [−1, 1]π (b). For a prime p ≤ b, define the
saliency score wv

p(x) to be the derivative of Sv with respect to xp at x ∈ [−1, 1]π (b):

wv
p(x) = ∂Sv(x)

∂xp
, p ≤ b. (3.2)

Applying a first-order Taylor expansion to Sv around x, then evaluating at 0 gives:

Sv(0) ≈ Sv(x) +
∑

p≤b
wv
p(x) (0 − xp). (3.3)

Subsequently, we obtain

Sv(x) ≈ Sv(0) +
∑

p≤b
wv
p(x) xp. (3.4)

The quality of the approximation in Eq. (3.4) is examined in Sect. 3.2. Let E be an elliptic
curve overQ. After setting x = (ãp(E))p≤b, Eq. (3.4) suggests that the saliency scoreswv

p(x)
can be viewed as somewhat analogous to the weights in the Mestre–Nagao sum:

1
log(b)

∑

p≤b

log(p)
p ap(E) = 2

log(b)
∑

p≤b

log(p)√p ãp(E), b ∈ R. (3.5)

In Sect. 3.3 we visualise averaged saliency scores. By doing that, we are able to observe a
visual comparison with Mestre–Nagao sums and interpret the CNN predictions.

3.2 Accuracy of the linear approximation

We evaluate the residual

Rv(x) = Sv(x) − Sv(0) −
∑

p≤b
wv
p(x) xp, (3.6)

with v = c(x) the predicted class, on a fixed sample of 1000 test curves, for every training
epoch and every conductor interval considered in Sect. 3.3.We report two normalisations
of the residual. The first normalisation is relative to the magnitude of the score change
being approximated: |Rv(x)|/|Sv(x) − Sv(0)|. The second normalisation is relative to the



   99 Page 8 of 14 J. Bieri et al. Res. Number Theory          (2026) 12:99 

Fig. 4 Median of the normalized Taylor residuals of equation (3.6) over a fixed sample of 1000 test curves, as
a function of the training epoch, for the four conductor intervals, with interquartile range shaded. Left:
residual relative to |Sv (x) − Sv (0)|. Right: residual relative to S(1)(x) − S(2)(x), that is, the top two score margin

decision margin of the classifier: |Rv(x)|/(S(1)(x) − S(2)(x)), where S(1) ≥ S(2) denote the
two largest class scores.
The results are shown in Fig. 4. Across the four conductor intervals and all training

epochs, the median of the score-normalised residual ranges from roughly 0.3 to 1.0 and
the margin-normalised residual is of comparable size. In early epochs, this linear inter-
pretation of the saliency scores is very accurate. In the first 3 epochs, in all four conductor
intervals, the median residual |Rv(x)| is at most 2.4% of the difference of class scores
maxi Si(x)−mini Si(x) and the linearised scores Sv(0)+∑

p≤b wv
p(x) xp attain their maxi-

mum at the network’s predicted class for every curve in the sample. As training continues,
the pointwise approximation degrades. This is visible in the initially small IQR bands in
Fig. 4 that grow with epochs. One way to interpret the saliency curves is as coefficients of
an approximately linear score during initial epochs, and as aggregate network scores in
later epochs.

3.3 Visualisation and interpretation

For an interval [A, B] ⊂ R, we denote by XECQ◦[A,B] a fixed subset of 3,000 test curves
and, for v ∈ {0, 1, 2, 3}, we let XECQ◦[A,B|v] be the subset of XECQ◦[A,B] with pre-
dicted rank v. The same 3,000 curves are used at every epoch, so that the evolution of the
saliency curves reflects the evolution of the network alone and not a change in the sample
(see also Sect. 3.4). For E ∈ XECQ◦[A,B], we take x = (ãq(E))q≤b in equation (3.2) and
write wv

p(E) := wv
p(x) to indicate that x = (ãq(E))q≤b is determined by E.

For each prime p ≤ b, define

wp := 1
#XECQ◦[A,B]

∑

v∈{0,1,2,3,4}

∑

E∈XECQ◦[A,B|v]
|wv

p(E)|, (3.7)

and also consider the following normalisation of wp:

w̃p = wp
max{wq : q ≤ b, q prime} ∈ [0, 1].

In Fig. 5 (resp. Figure 6) we plot wp (resp. w̃p) and log(p)/√p, that is, the coefficient for
ãp(E) in Eq. (3.5).
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Fig. 5 Comparison of the saliency scores wp with the Mestre–Nagao weighting. In this figure, the saliency
scores are computed after 100 epochs

Fig. 6 Comparison Revised: of t h e normalized saliency scores w̃p with the Mestre–Nagao weighting. In this
figure, the normalised saliency scores are computed after 100 epochs

The averaged saliency score in equation (3.7) sums over all possible ranks in order
to compare with the Mestre–Nagao weightings, which are the same for every curve,
irrespective of its analytic rank.
In order to interpret the predictions made by the CNN, we need to understand the

saliency of each class. To that end, for v ∈ {0, 1, 2, 3, 4}, we define

Wv
p := 1

#XECQ◦[A,B|v]
∑

E∈XECQ◦[A,B|v]
wv
p(E). (3.8)

It is conventional to take the absolute value of the saliency scores (as in Eq. (3.7)), however
the sign is perhaps interesting from an arithmetic perspective and so we not do that in
Eq. (3.8). That being said, for each v ∈ {0, 1, 2, 3, 4}, we normalizeWv

p as follows:

˜Wv
p = Wv

p
max{|Wvq | : q ≤ b, q prime} ∈ [−1, 1],

in which the denominator does utilise an absolute value. Plotting Revised: p/B a g ainst
˜Wv

p after each epoch yields the so-called saliency curve for v. These curves highlight which
primes the network deems most important for its predictions.
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Fig. 7 Saliency curves for XECQ[0, 10000], p ≤ 104, at four representative epochs, grouped by predicted
rank. See Conventions 3.1

Fig. 8 Saliency curves for XECQ[100000, 110000], p ≤ 1.1 × 105, grouped by predicted rank. See
Conventions 3.1

Figures 7, 8, 9 and 10 show the saliency curves at four representative epochs for the
conductor intervals in Table 1. The reader is referred to Conventions 3.1 for the common
features of the figures. The complete evolution over all 100 epochs appears in [18]. We
observe that the saliency curves exhibit notable differences across conductor intervals
[A, B], ranks v, and training stages.
For all four intervals, in the early epochs, the saliency curves for ranks 0 and 1 are in

keeping with the murmuration phenomenon of [12]. Remarkably, this behaviour emerges
even though there is no visible murmuration in the average value of ãp [22], suggesting
that the CNN is able to identify the hidden pattern in the dataset. On the other hand,
for [0, 10000], the oscillatory structure fades in later epochs. The saliency curve for rank
0 (blue) gradually flattens and places increasing emphasis on smaller primes, resembling
theMestre–Nagao weightings in Eq. (3.5). Furthermore, a saliency curve for v = 2 (green)
appears, resembling the shape of the curve for v = 0 but with the opposite sign. These
observations align with the pattern from [12, Figure 1], where rank 1 is distinguished
by the murmuration, and ranks 0 and 2 are separated mainly by the smaller primes.
For [300000, 310000], by contrast, the oscillation in the rank-1 saliency curve remains
prominent throughout all epochs.

Conventions 3.1 Figs. 7, 8, 9 and 10 and 11 (and the full grids in [18]) share the same
conventions. Each epoch consists of approximately 10 steps (batches of 3,000 curves), the
plots display the state of the network at step 0 of the stated epoch, and the quoted accuracy
is the test accuracy at that point. Each color corresponds to a different predicted rank. In
the earliest epochs the network assigns a single predicted rank to every curve (which rank
this is depends on the random initialization), so only one curve appears. Further ranks
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Fig. 9 Saliency curves for XECQ[200000, 210000], p ≤ 2.1 × 105, grouped by predicted rank. See
Conventions 3.1

Fig. 10 Saliency curves for XECQ[300000, 310000] at the matched murmuration scale p ≤ 3.1 × 105,
grouped by predicted rank. Note the persistence of the murmuration oscillation through the final epoch. See
Conventions 3.1

Fig. 11 Saliency curves for XECQ[300000, 310000], averaged over curves grouped by their true analytic rank,
on the same fixed test subset as Fig. 10

appear as training progresses. The saliency scores are normalized so that their maximum
absolute value is equal to 1.

3.4 Grouping by true rank

The sets XECQ◦[A,B|v] over which equation (3.8) averages are defined by the predicted
rank, and these sets change as training progresses. The evolution of the saliency curves
could therefore in principle reflect the changing composition of the predicted classes
rather than a change in the network gradients. As a control, we recompute all saliency
curves with the average in equation (3.8) taken over the curves whose true analytic rank is
v (the gradient is still taken at the predicted-class score), using the same fixed 3,000-curve
subset at every epoch. Figure 11 shows the result for the interval [300000, 310000]. The
corresponding figures for the other intervals appear in [18].



   99 Page 12 of 14 J. Bieri et al. Res. Number Theory          (2026) 12:99 

Fig. 12 The rank-1 true-rank saliency curve in early epochs and the empirical murmuration curve (μp)
(scaled to match size) of the dataset, for the b = Bmodel on the conductor interval [100,000, 110,000]. (Points
in the saliency curve are averaged over sliding windows of 25 primes to reduce noise)

3.5 Early-phase saliency curve andmurmurations

Combining §3.2 and §3.3, we can explain why murmuration-like patterns appear in the
saliency curves. In Sect. 3.2, we observed that, in early epochs, the network behaves like
a linear score Sv(x) ≈ Sv(0) + ∑

p≤b wv
p xp. For a linear score trained by gradient descent

from small random initialization, the first optimisation steps alter the weight vector along
the difference of class means: the gradient of the cross-entropy loss at near-zero weights
is proportional to

∑

E xE (1[E∈v] − Pv). Stated differently, the early weight vectors tend to
be approximately proportional to the mean of xE over the class v, minus the overall mean.
The p-th coordinate of the difference of class means is

μp := avg{̃ap(E) : rank E = 1} − avg{̃ap(E) : rank E = 0},

taken over a conductor interval. This is precisely the empirical murmuration curve in the
sense of [12].
Thus we should expect that the early-phase rank-1 saliency curve should approximately

coincide with (μp)p up to scaling (and the rank-0 curve should approximately coincide
with −(μp)p). Figure 12 overlays the two curves for the interval [100,000, 110,000]. The
match is clear enough that one could imagine predicting murmurations from seeing
these early epoch saliency curves (if one had the insight to examine these curves). In
hindsight we might have expected this, as the first principal directions (the source of the
initial murmuration observation in [12]) and the major class-mean differences are closely
related.

3.6 Check with synthetic data

To further investigate what CNN has learned, we conducted an experiment using syn-
thetic data. Use of synthetic data was adopted in [10], to which we refer the reader for
the discussion of the Sato–Tate distribution of (ap)p. We generated a dataset of 500,000
sequences (ap)p by drawing each coefficient independently from the Sato–Tate distribu-
tion, thereby producing data that mimics the statistical behaviour of elliptic L-functions
but is highly unlikely to arise from an elliptic curve in our dataset. It is possible to iden-
tify each synthetic datapoint with some elliptic curve of large height and, therefore, most
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Fig. 13 Average values of ap (unnormalized) for the synthetic data, grouped by the rank predicted by the
CNN. The network produces a clear separation between the predicted classes

likely of much larger conductor. We then fed these synthetic sequences into the CNN
trained on XECQ with conductor range [0, 10000] and recorded the predicted rank for
each sequence. Finally, we grouped the synthetic curves by their predicted rank and com-
puted the average unnormalized ap within each group. The results are shown in Fig. 13.
Remarkably, the average ap for sequences predicted to be rank 0, 1 and 2 exhibit a clear
separation, which resembles the divergence observed in real data. This indicates that the
CNN associates certain bias patterns in the Frobenius traces with its rank predictions.
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